A

ZHEJIANG UNIVERSITY

TRAL I3 ¥ B

W 1

PRREH
[ 42 DDP A2 K 751 sh A 5
D% Al 385 3220105453

H

=

2025412 H 25 H

fasr gl AT




4 fES

TERE A 47 (DDP) YIZkrr, BALFERT B 18 GPU g . NLP 155
M2 K79 587 padding {4 RA L token B3 WAFIE(E ™ 4 R E S, B “BR”
SIS RAEIR . ASCR: “43 25 per-GPU micro-batch 73 Fit” JEA A K/MIAEE min-max
ORI, F S — PPl AR EE SR - FE AP ITia R Ui A4S, A3 5T padded
tokens [ A AARE, Gl A2 SKARIR AN per-rank batch size, F4% ¢ DDP # B 45 i ik 4
Jai V- R — Bk

1£ 4 - DDP + SST-2 + DistilBERT [ Heisi Scub f , AT B B W4 T %5 F padded
tokens [ 7725, FHAEB T global batch H | SLH step time [ P95 vt 5t Tl. %
TN I /NPIESE, TARSC AR i, AR AR I B Al e AR S5 B v ) Y
e .

Xegtil: ARG ZARKFS] min-max B ZhEHE PyTorch DDP



B oo,
11 R B e
L2 TFFGERE S cveeevveeeneeenenn,
1.3 MR RIS ATFBORE
L4 BN S8 SR oo
v MEERAR
2.1 BHUER AR E L e

2.2 WAACHE A 3 5 S

2.3 min-max BHCHALH .-

2.4 5 DDP BpEESEH P 5

COSRERITTE e
3.1 FiHL buffer 5 exact #rz& -
3.2 BEPESLARHE SIS oo
33 TAESKH G THEE oo
3.4 K AT oo,
BRI e,
4.1 FHE S HEERRE oo
4.2 SZESVEE
43 FERFIRT oo,
44 CEHGFHE oo,
4.5 T ooveereeeeneinnns
4.6 KWMixEHAER DL -
T, Z5ie
Z7% 3CHR



L1 [l 5t

1& DDP [Al26 Y11k, A GPU F ety — DA i Se iR BE R 20, PRt RE K step
time I8 rank i [1]. XFT NLP AF45, AR A HA B K BEHE; 2i3&
padding i~ [F] rank ()G %L token HOA—2, MMSHEOHE R, B 5 5EESFR
PEREALE S . [E]7E per-rank batch size B 5 SCBL, BAERFH LGN 2BOR “I8REUY,
Mt SERE M. ) —J5 1, Transformer WVEE J1 52 4258 5 17 9K B 5 F- 05 A
% [2], KB ETEHEARY B oK.

1.2 (5 L

AR R TR R AR ARG BEAS AR T, 18 1 8] 2 St [ (1K e
JEIR . $2TF GPU AR, RERF S ma malUIZRAReR . R ERZE, R RAE S
B AR R B BN RAEAEL, RSBy MUEKIT S, 200N 42 )7 batch
SAr B X I AR T R AR ROR M TR pi
PEPIRR, B2 PRAERT L LRI Y S TR I RE 1 B 20K

1.3 FIDCHERE AR 5 2 IR Bk
KX SFHH DG T B SO S AT i EE R -
* DDP [R2BHLE]: B6JE allreduce ) -F-35 4k 25 FE AN [A] local batch "= AEfwZe, 75 2LA4
(1) loss i DARRIE 42 Jmy 3B B — 2 (1]
« BRFHY padding: JFH K JEPE attention THEA A5 EA7 5, padded tokens 1]
YER A PR AR [2].
o Bl B SR A GLUE/SST-2 £ifi4E 55 DistilBERT #5241, AH i H] /=X AT I, Hug-
ging Face [1{) Datasets -5 Transformers S 44 [3-6].
XL N TFFREOR A SEIGHE AR T ] A BU A TAREIREAE , (R Ato A i) AR AL T Y I
SHE7/BL g

L4 BFE A SR
AR E BN AU
X per-step micro-batch 23 FLiEA AL A min-max BEEFK], 5] AR BANRIE;
TE G =4 19355 1R A exact KM, IIMATTZEAEH tie-break:
44 DDP BREEGRACHE S, PRIESIAS batch ISR ;
TE SST-2 _EifTHS SN LS, WAL step time, F¥nt 55 R4 ;

el e



5. BERIBCE 59, RSt 1 .
WIS - 58 R AR AL B =R R AR VA S SL Ay s S5
THATE T IR RS S5 AP MR R

N 151 v
2.1 BRI ST X
B GPU Kl G = 4, %t 4 g 3 GPU A micro-batch K/INH by, 4 )5 HFx

batch 2y B. & REgR K A2 batch EFRy 67 (1 OOM #1535 ) . DDP [ #21)I| Z5
BT 18 GPU R EH O E R RERT, N IE H 2% BT min-max H A%,

2.2 AR I 5 5 A B
B> rank FEABIHRHITUN K AMFEA, ICHT b DA RO N max _len[k],
E X
padded tokens|k] = k - max [len[k].
ZESER ORISRy (21, WA S A — . ARSOR
F WA AR 5
cq(k) = padded_tokens[k], = c,(k) = (padded_tokens[k])*.

A E AR . 5 R P AT . AR A T, B ATE step HIPREAGS

2.3 min-max BE by
fgE—2, SRARDATE [ -

. b 1. b =B 1<b, <pmx 7
i, maxcy(b) s %:9 LS by S U by €

M ERA MR SISARS, PE—P B RATT 2 Var(cy(by)) /TS, PAESE
EIfETE . AR il GPU MRS W EEIiMk, FF5 DDP [A2 ML —2.

2.4 5 DDP BfREEH PR G &
24 4% rank [¥] local batch N[A], #7 EH#2 allreduce VI B i A H RS &, wehg
A~ rank fifi i mean loss L,, 4xJ7j batch iy B = > gy N AE backward Fi4E T :
~ G-b
Ly=Ly-——="
I allreduce 35 J5 4 5 4 R P BR BSR4, BRERDCAE H AR 3282 batch 4-FLsE
.




—=. KRigJiik
3.1 Pl buffer 45 exact 3¢

HT G =4 H BAK, AR exact 2K M. BRI :
1. B4 rank TR K AMEASTE AL buffer, 15 ¢y (k) JF51;
2. fii ] all-gather B A% I 5.3 rank0;
3. rankO MZEFTE WL Y b, = B A, #£48F min-max + /Ny 25l
4. ] by 2545 rank, #%5 FCHUREYI 2R

3.2 FESRE G B

1E G = AMGsN, BESHEE B IE RS O(BC"), XA SCRE 1Y batch §E
i 5 e Al . AHHA AN, exact MOASHAHfEE . ATARREVE R A PETS -
3.3 TR T4k

RGP HE T PyTorch DDP 5 Hugging Face Transformers/Datasets[3, 4], (5K
GLUE/SST-2[5], #&44} DistilBERT[6]. lllZkid i 5% per-step $5hrif-Hi ﬁ@] CSV, 4
MrIZ< 3T pandas 55 matplotlib H 4z iR 5T SR

3.4 CHE TARE N

* OOM fiP: jiid max_length W5 5 IR batch FRIFGF] b7

o S loss @il H% Ly = Ly - Gby/B 4 loss, [RFF4 R T-IME S .

o Jabridak: £FH05% step time, peak memory. padded tokens. FFIM4E, HT 5450
P

. B

4.1 BRSBTS

SCRAE AL 4 R ESERL, GPU 2y 4 3K NVIDIA RTX 3090, &1 712 73 i /R
PEALHT R nvidia-smi B, HITXF GPU #IHI# (GPU-util) 5 A7 5 HIRZE4E, M
11 LU P B B2 SRS AE BRI A 55 R R D7 R A9



nvidia-smi autodl-con

11

Compute M.
MIG M.

GPU

P 1 fRALhi nvidia-smi ] (GPU-util %f kL)



nvidia-smi autodl-con

CUDA Version:

______________________ B

Default |

NfA |

N ,r'l \ :
Default |

-+
Force RT) \ tE1: 0ff ‘A |
P2 3 3 ) Nz MiB | Default |

N/A |

P2 fRAL)G nvidia-smi ] (GPU-util %fEL)

B AFEREELT Python + PyTorch DDP 15 Hugging Face B4, 1455 47 A X AT 7R
R FIEAT.
4.2 GGV E
. ¥jifE: SST-2 (GLUE)
FEiAL : distilbert-base-uncased
YIZHLE : 4 GPU, global batch B = 48, steps=800, max_length=256
* Baseline: static (£R[EE 12)

Jrk: dynamic (per-step min-max #%, cost=tokens)
* buffer size: 64, SCHFHRUEHIBUAETT

4.3 fiibnih %
AN ICRIE=FFER



1. B 25K step time AYIY(EHS PIS;
2. M3k samples/s 5 tokens/s FYYI(E 5 P95;
3. Yyt B5AY step time. padded tokens 5 peak memory FRifE 2,

4.4 R 5

RULE TS SNSRI g R shSTR AR E At EIA s
mean max step time [&4% 17.13%, P95 P&AI% 17.19%; samples/s 2T} 20.68%, P95
T 20.58%., HREHZ, B padded tokens FrifE &AL 70.06%, [F]H} peak memory Fx
HEZZIEAR 56.91%, REISHAWEEAE (s ISH 5 B E v E BUS I R llcas .

#1  Static 55 Dynamic %} ELE5E

¥ebr Static Dynamic 27 (%)
Mean max step time (ms) 118.51 98.20 -17.13
P95 max step time (ms) 120.96 100.17 -17.19

Mean throughput (samples/s) ~ 405.10 488.85 +20.68
P95 throughput (samples/s) 413.39 498.47 +20.58

Mean throughput (tokens/s) 13302.11 15610.87  +17.36

P95 throughput (tokens/s) 16549.53  19757.56  +19.38
Mean std(step time) 0.177 0.134 -24.26
Mean std(padded tokens) 87.69 26.25 -70.06
Mean std(peak mem) 1.489 0.642 -56.91

4.5 Peleor b

K13 JioR T 420 K step time I A]F 1), ShASTHEEAE R ZH0C0 TR B ARKE AR i
3; K4 B/R T padded tokens [ -RinifEZE, SIS HIEESEEEILT static, FS 5
16 435Il 7 step time 55 peak memory FE5-RARUEZS , (R T ShASH AR S i1
PREARTGEE . T 7R T step time 43111, BAIATER A AR,



Max Step Time per Step

125
120 A
115
» 110 4 —— static-20251225-085736
E —— dynamic-20251225-085928
105 A
100
95 4
0 100 200 300 400 500 6500 700 800
step
K13 %2bikk step time (static vs dynamic)
Std of Padded Tokens across Ranks
—— static-20251225-085736
200 —— dynamic-20251225-085928
150 A
w
g ‘
$ 100 ‘ | ‘
‘ | | ! \‘ ‘ | | | l‘
50 | \ \ ‘
LR AT L AR
l | \ | ‘l
0. | |
0 100 200 300 400 500 600 700 800
step
4 ¥} padded tokens brifii 7
Std of Step Time across Ranks
0.8 — static-20251225-085736
—— dynamic-20251225-085928
0.7 4
0.6 -
0.5 4
[}
£ 0.4
0.3
|
0.2 4 ’
| I l‘ A | (i |\"IJ-”|‘ / | ,
0.1 | A '
0.0 4
0 100 200 300 400 500 600 700 800
step

Pl 5 5§ step time prif i



Std of Peak Memory across Ranks

4.04 — static-20251225-085736
35 — dynamic-20251225-085928
3.0
251
2 204
o4 | : [ } \ “ | )l ‘ | ' J
1 M bl i \W‘N gl
o 0 100 200 300 400 500 600 700 800
step
K1 6§15 | peak memory brifi i
Step Time Distribution
120 A [ static-20251225-085736
dynamic-20251225-085928
100 4
80 A
=
3 60 -
40
20 A
0

95 100 105 110 115 120 125
max step time (ms)

7 step time 43 {li (static vs dynamic)

4.6 Wi i g g

TEF AL BCE (M0 cost=tokens_sq) T, 4K padded tokens YL 4, {H
step time SZIMZE 22, YLWIABLIAS 5 FLSSRERT Z (MO FEAE IR 22 TR SRS T AE “ S Pt
5 PRI Z AU, AN, /) buffer size SEEMRSNAMEITRGE, SEUHCNE
2o I AR N e SRR TS A

10



T, &5k

AICE X DDP AZ K PSSR BT I, Seil T R —SL R k"
HIPIPR . SCHREEREM, 3125 per-GPU micro-batch ifi] BEFE PRAF I S AE 2 14 [ Frf i 25 i 58
TEERIIME, HARTL T step time 545K I

[(R45%7H

1. DAESE TAR B A, 5888 2 BRI A B0 R A 5 SR 7

2. Z5H min-max BEALALIY exact 2, IF5I A2 tie-break 5RALII M4 5
3. EFIFSLH DDP BEEERAL, i5hAS batch 54w 3986 BEAE M ;

4. JCFERWEE, B RAS 5 B SRR A 22 e

5. M4k PyTorch DDP., Transformers. iR/ 5 Bzt THE A5 .

JrI R 15 e B

U TARSAAE SRR ACBEAAR A TR 5 kernel {5 MR A DGE T
/NI GPU s B SR A /e RS AT 8 5 TERSAN A BAEIZ, BFFE I
PR AR, HH0 RS BN 2%

11



CEPEN

[1] PyTorch Team. Distributeddataparallel —pytorch documentation[EB/OL]. 2024. https:
//pytorch.org/docs/stable/generated/torch.nn.parallel. DistributedDataParallel.html.

[2] VASWANI A, SHAZEER N, PARMAR N, et al. Attention is all you need[EB/OL]. 2017.
https://arxiv.org/abs/1706.03762.

[3] Hugging Face. Hugging face datasets documentation[EB/OL]. 2024. https://huggingface.

co/docs/datasets.

[4] Hugging Face. Transformers documentation[EB/OL]. 2024. https://huggingface.co/docs/

transformers.

[5] WANG A, SINGH A, MICHAEL J, et al. Glue: A multi-task benchmark and analysis
platform[EB/OL]. 2018. https://gluebenchmark.com/.

[6] SANH V, DEBUT L, CHAUMOND J, et al. Distilbert: a distilled version of bertf EB/OL].
2019. https://arxiv.org/abs/1910.01108.

12


https://pytorch.org/docs/stable/generated/torch.nn.parallel.DistributedDataParallel.html
https://pytorch.org/docs/stable/generated/torch.nn.parallel.DistributedDataParallel.html
https://arxiv.org/abs/1706.03762
https://huggingface.co/docs/datasets
https://huggingface.co/docs/datasets
https://huggingface.co/docs/transformers
https://huggingface.co/docs/transformers
https://gluebenchmark.com/
https://arxiv.org/abs/1910.01108

	摘要
	目录
	一、 前言
	1.1 问题背景
	1.2 研究意义
	1.3 相关基础知识与公开资料
	1.4 研究内容与论文结构

	二、 问题建模
	2.1 建模假设与符号定义
	2.2 成本代理的构造与合理性
	2.3 min-max 整数优化模型
	2.4 与 DDP 梯度等价性的关系

	三、 求解方法
	3.1 预取 buffer 与 exact 枚举
	3.2 算法复杂度与可实现性
	3.3 工程实现与工具链
	3.4 关键工程要点

	四、 案例分析
	4.1 硬件与软件环境
	4.2 实验设置
	4.3 指标体系
	4.4 结果与讨论
	4.5 图表分析
	4.6 失败设置与经验总结

	五、 结论
	参考文献


